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Overview

ADaM is a data mover machine that is designed for concurrent extract, transform, and loading of data objects from multiple sources, typically database tables, into multiple targets.  The server-based application uses file-less protocols and dynamic allocation of processors, memory, and other resources including ad hoc user-defined functions for special transformations on the data being moved.  The ADaM design and fundamental algorithms are described in more detail separately. 
  ADaM executes one or more concurrent ETL Sets (ETLS), each of which is a logical process consisting of a group of more localized ETL operations known as ETL Processes (ETLP).  An ETLP moves data from one or more related sources going to related targets, doing any transform work along the path to the data while it is stored in buffer queues within memory.  Within the class hierarchy of objects that comprise ADaM are several objects known as actors.  These are the Lego-like building blocks that are assembled into ETLPs, each node in the digraph of an ETLP being one actor object.
  Figure 1 illustrates the abstract model of ETL sets and processes.

The abstract process model used within ADaM, based upon simple directed graphs, is also the basis for the performance optimization methods employed and that is the subject of this document.  Each object that is evaluated by the Perf_Opt (Performance Optimize) code that is part of ADaM’s Orchestrator controlling all ETLSs and ETLPs is treated as a signed digraph with relations between nodes that are determined partly by pre-established rules and heuristics and also by calculations using data that the Monintor within ADaM is constantly collecting from ETLP processing elements and from other inputs.

The Orchestrator obtains from the ADB all data required to establish an ETLS (ETL Set) and ETLPs (ETL Processes).  A module named Generator is used to assemble the nodes and arcs of an ETLP and initiates its processing of data objects from a source.  Before the actual ETLP code can begin execution and be part of ADaM’s execution space of multiple ETLPs, it must first be determined if a new ETLP can be safely instantiated and run and on what server platform to do so.  The basic question is, “Will the new ETLP interfere with other ETLPs or with the performance of source and target server systems?”  Evaluations to answer this question are performed by creating a “virtual ETLP” in memory and using the Perf_Opt object code to evaluate the new system environment that will exist.  The Perf_Opt code is the same as is used for analyzing a “real” (running) ETLP.

Performance Graph (p_graph)

The signed digraph created for each object that Perf_Opt will handle is known as a performance graph or p_graph.  First we will discuss the mechanism for ETLP p_graphs since they will certainly be temporally prior and probably of greater significance through ADaM performance.  Later we will discuss p_graphs for ETLSs and EXECs.  Each p_graph has a node corresponding to each node within the owner-object, in this case an ETLP, but in addition there are nodes for those externs to which the nodes of the ETLP may connect, such as the source data server, target data server, and one for its parent, in this case the ETLS to which the ETLP belongs.  The arcs 


Figure 1 – ADaM Recursive Digraph Logic

define relationships that have three general values – enabling or strengthening (positive),  weakening or disabling (negative), or neutral (including indeterminate).  The following table indicates the types of objects and values that will comprise the p_graph nodes and arcs for different ADaM objects:

	Process-Level Entity
	Node
	Arc

	Executable process (Exec)
	executable process (Exec)
	Network and Extern (source/target database and server) interdependencies

	ETL Set (ETLS)
	ETLP and parent Exec
	CPU, memory, extern process dependencies

	ETL Process (ETLP)
	Actor (typically, mainly Readers and Writers), parent ETLS, and selected external objects
	CPU, memory, and esp. source & target extern dependencies


Perf_Opt assembles a weighted signed digraph construct that calculates the relationships between all nodes of a given process-level entity and the current/projected signed values of those relationships, including the added impact of the new ETLP that is being introduced.  The projected values assigned to the weighting factors of the new ETLP are calculated from static assigned constants stored in the ADB and from dynamic calculations based upon current network and server (including source and target server) behavior.   Figure 2 shows the abstract generalized p_graph.

Relationships include fundamentals such as:

· an increased read throughput or number of readers is negative upon source server performance (how much is what is measured by Perf_Opt – it may be negligible at any given instance)

· an increased write throughput or number of writers will diminish the target server (similar)

· the number of transformer and agent actors combined will have a potential negative effect on loading and writing















Figure 2 – PERF_OPT p_graphs

Based upon the results of these calculations, Perf_Opt determines characteristics to be assigned to the new ETLP (including the option of not executing the ETLP at the present time, due to situations such as network bandwidth overload or user/application demands affecting source and 

target servers).   If the green light is given, Orchestrator then notifies Generator to go ahead and instantiate the new ETLP.

There are two types of rules involved in Perf_Opt’s evaluation of a p_graph – intrarules and metarules.  The rules that govern the signed arcs between nodes are intrarules.  There are also metarules that govern the actions that Perf_Opt will pass to Orchestrator and metarules are based purely on the number of signed arcs that are in the p_graph after it has been evaluated.  Metarules determine what to do on the basis of the signed arcs and are described further below.

Intrarules

Perf_Opt governs the assembly of the p_graph based upon the types of intrarules that are assigned to the object owning the p_graph.  In the case of ETLPs they are of the following type – this example is an initial one and can be expanded, affecting the number of nodes and arcs that will be generated, but that flexibility is designed into the code, so that if there are additional rules, there will be additional nodes and arcs in the p_graph without disrupting prior code: 

Format:

(begin_node, end_node, arc_id, rule_expression, strength)

Example:

(reader; source dataserver; arc_1, if (compare(source_perf_metric (t1) < source_perf_metric (t0)) < 0) then reduce (arc_id), strong)

If the result of comparing the source performance metric obtained at times t0 and t1 from the source dataserver shows a decrease in source dataserver performance, then the signed arc from the reader to the source dataserver must be adjusted to reflect that decrease, and this will be in the form of a lower (negative) value.  The “strong” value asserts that this intrarule takes precedence over others.

Quantitative values are assigned to the signed arcs on the basis of the intrarules associated with those arcs.  These enumerations will be normalized so that each arc in the p_graph will have equal weighting.  It is the result of the assigned quantities that gives the metarules the information required to evaluate how that p_graph should be evaluated.

Value
Interpretation
0
neutral, no measurable relationship

1 (-1)
mild effect

5 (-5) 
major effect

Metarules

Examples of metarules for ETLPs include:

· If any arc has a value < -5, then pause or abort the ETLP.

· If the number of arcs with negative values exceeds 3, then pause or abort the ETLP.

· If the decrease in negative value for any two arcs is greater than a factor of 2X from the last values, then pause the ETLP.

And so forth.  Metarules do not depend upon particular intrarules.  They are a measure of collective states of intrarules.

The information prepared by Perf_Opt is returned to Orchestrator.  Depending upon whether or not the ETLPO is actually running or just in a state of being prepared by Generator, Orchestrator then passes the changes to the actual ETLP node objects or to Generator for adjustment of an ETLP about to be instantiated.

Implementing p_graphs in ADaM

A virtual p_graph is created for a proposed ETLP that Generator has pre-assembled.  This p_graph is evaluated for its intrarules and metarules.  If the result indicates that the ETLP should run, with or without modifications, it is instantiated, otherwise rejected.  

If the ETLP is already running, it will be either 

· left alone,

· modified (including pausing), or

· aborted

A p_graph is maintained as a data structure within each ETLP object.  Currently this data is maintained only in active program memory and is not stored within the ADB.  Figure 3 shows how each object has a p_graph.






























Figure 3 – Relationship of ADaM objects with p_graphs

An important point about p_graphs are that they are the same general structure and the evaluation of an ETLP, ETLS, and Exec p_graphs can be conducted by the same code methods.  This is another example of the simplicity and scalability in ADaM.  Perf_Opt receives a list of objects that are p_graphs and evaluates them all, one thread object per p_graph.  If the results of any evaluation have effects that reach out of the immediate scale to effect a higher one, this is communicated and various threads can be terminated.  Otherwise they are all evaluated and the results passed to Orchestrator.

ETLP Processing Example

Consider a single-ETLS ADaM Exec that is running with one ETLP and a second ETLP is being processed for instantiation.  At a snapshot time t0 there are the following existing p_graphs:

	Owner
	Nodes
	Arcs
	Values

	Exec
	N/A (one only)
	N/A
	N/A

	ETLS
	(a) Exec

(b) ADaM server

(c) ETLP_1

(d) ETLP_2


	a(b

b(c

b(d
	0

+1

0

	ETLP_1 (active)
	(a) ETLS

(b) source dataserver

(c) target dataserver

(d) reader

(e) writer


	d(b

e(c

d(e

b(a

c(a
	0

0

+1

+1

+1

	ETLP_2 (virtual)
	(a) ETLS

(b) source dataserver

(c) target dataserver

(d) reader

(e) transformer_1

(f) transformer_2

(g) writer


	d(b

g(c

d(e

d(f

b(a

c(a

d(g
	0

0

-1

-1

0

+1

-1


Evaluating the different p_graphs involves Perf_Opt obtaining through Orchestrator and Monitor the requisite metrics from all of the nodes referenced in the respective p_graphs.  The result, following standard metarules such as the type described above, causes ETLP_2 to be instantiated into execution.  At a later time t1, the metrics obtained may show otherwise and either ETLP_1 or ETLP_2 could be modified, paused, or cancelled.  The most typical modification of an ETLP will be in the use of the throttle for reading or writing, or the reduction (increase) of the number of Readers or Writers for that ETLP.

Closing Remarks

The development of the ADaM Perf Opt logic is an evolving process.  Its role in version 1.0 is mainly symbolic, through the presence of the formal class and method objects.  The rules employed in version 1.0 are hard-coded and linked directly and solely to the requirements of the current SODA system.   It is only during the development of versions 1.5 and 2.0 that the p_graph mechanism and combination of intrarules and metarules will be implemented and put to the test.

The simplicity of Perf_Opt is not only for implementation but for extension and expansion.  The use of simple combinatoric optimization is more robust that using more complicated inference engine systems such as have been used in traditional expert systems or fuzzy logic rulebases. 

NOTES
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ETL Set (with ETLPs)





ETLPs (with  actors)
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Note: there may be bi-directional connections or even multiple arcs between certain nodes, but these are not illustrated here for simplicity.
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Each arc will have a +, - or 0 relationship at a given time t between the connected nodes.  The quantified values will depend upon the metrics used in computing the relation.  The nodes are source server, target server, and the nodes inside the ETLP.





Actor objects (nodes)





Sets (ETLS) in 1 Exec





Readers in 1 ETLP





Writers in 1 ETLP





Processes (ETLP) in 1 ETLS





ADaM Execs in Cluster/Net





Each Exec component under the ADaM service is on a separate server and has quantifiable +/- relationship with selected others.


The same is true for multiple Sets running in one Exec.


Likewise for ETLPS in one Set.


Likewise among multiple Readers  (Writers) in the same ETLP (potential also for Transformers)
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P_graph of ETLS (2)





P_graph of ETLP (5)





P_graph of Exec (1)








� cf. ADaM Design Description and ADaM Data Model in particular.  These are separate documents maintained in the ADaM Source Safe Library


� cf. Figures 3 and 4, ADaM Design Description





� The suggested manner for managing this dynamic, flexible p_graph construction and execution is as follows:





For each p_graph generator rule, there will be a block of code to handle adding one or more nodes and arcs into the p_graph.  By maintaining the nodes and arcs through list traversal structures there should be no problem for having additional nodes and arcs – this simply means that in the p_graph evaluation stage there will be more items to process.  





As each arc is processed, there is predefined code that is executed using metric parameters that are associated with the pair of nodes involved.  These are obtained from the Monitor which in turn will have obtained the values from one of two sources:





real time inputs from ADaM objects (e.g., a Reader, a Writer, a Transformer, the ADaM server OS, or a source/target server)


static values obtained at ETLP start-up from the ADB (e.g., Seg_Size for  ETL commits)





Obviously, the introduction of new metrics will require changes to the code of other objects within ADaM besides Perf_Opt.





� If within the ADB the states of different p_graph evaluations are maintained in some form of separate logging structure, then a cumulative history of these behaviors and the results of Perf_Opt actions (as executed by Orchestrator) could be the input sets for a neural-network type of training and learning that ADaM does offline in order to improve upon the intrarules and metarules.  This is futuristic but worth considering since in the context of a large distributed-server implementation of ADaM such a mechanism could great automate complex tasks now demanding the time and effort of DBAs having to be responsible for many different data servers and networks.





Confidential and Proprietary Information
1
28-Apr-04 4:22 PM

