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What is ADaM?

ADaM is a data mover machine that is designed for concurrent extract, transform, and loading of data objects from multiple sources, typically database tables, into multiple targets, using file-less protocols and dynamic allocation of processors, memory, and other resources including ad hoc user-defined functions for special transformations on the data being moved.  ADaM is unique in that its architecture is based upon an abstract process model that represents any extract-transform-load (ETL) task as a digraph consisting of nodes (process or data objects) and arcs (data flows).  The graph model applies to all process structures in ADaM including the execution of concurrent processes across a cluster or network.  It is an easily expandable and maintainable architecture that is designed to accommodate many different and future types of data sources and targets as well as transformations to be performed upon data that is being moved.  Figure 1 illustrates the abstract model.

ADaM is designed for the dynamic and changing e-business and e-commerce world as well as for process control and manufacturing applications that today make use of legacy applications, databases, and server systems where batch or near-real time movement and reallocation of data is important to the operational workflow.  Within version 1.0 ADaM’s activity is completely focused upon relational databases, tables and rows; thus the language in this document will focus on the database world.  However, the foundations laid down for version 1.0 and specified in the fundamental data model are intended to make easier the extension to handling additional data types that will emerge in subsequent versions. 



















Figure 1 – ADaM Recursive Digraph Logic

The high-level behavior of ADaM is illustrated by Figure 2 below.  The application accepts pre-specified tasks entered by users into the system database; these define built-in or user-supplied methods for extracting data from sources, optionally transforming the data during one or more concurrent file-less processes, and loading the data into targets.  All required information for doing each such ETL process is contained in a database maintained exclusively for and by ADaM.  This database is known as the ADB (ADaM Data Model Database). 

ADaM is implemented as an object-oriented application using C++ as the principal language, within the Microsoft Visual .Net environment.
  An object class hierarchy has been built to serve the basic concurrent ETL processing model that is described by Figure 3 and defined by the data structures of the ADaM Data Model (ADM) manifest in the ADB.  ADaM can run on a single server platform and is designed to run on a clustered server or across a network of asynchronous remote servers.  

ADaM executes one or more concurrent ETL Sets (ETLS), each of which is a logical process consisting of a group of more localized ETL operations known as ETL Processes (ETLP).  An ETLP moves data from one or more related sources going to related targets, doing any transform work along the path to the data while it is stored in buffer queues within memory.  Within the class hierarchy of objects that comprise ADaM are several objects known as actors.  These are the Lego-like building blocks that are assembled into ETLPs, each node in the digraph of an ETLP being one actor object.
   

Each ETLP is responsible for one logical operation that is controlled by a Statement in the ETLP definition.  The Statement is a string parsed to yield the full set of commands needed by ADaM to generate and run an ETLP.  For databases and tables this consists of a parameterized SQL statement that has as its singular parameter (in version 1.0) the last change-sequence identifier for the ETL movement operation. 
  The ETLP involves taking data from one or more source tables according to the SQL statement, performing zero or more special row-based or column-based transformations, triggering zero or more external processes through methods known as agents, and ultimately loading the data that has passed through this ETLP into one or more target tables.

All of this activity within the ETLP is handled by classes known collectively as actors, and the different actor instances form a digraph structure that can be run within the main ADaM application executable or (in version 2.0+) optionally as independent processes on different server platforms with their own assignable and dedicated resources.  The ability to be run as an independent executable process is specified in the ETLP definition.  Certain actors, such as Readers and Writers, are tightly coupled to particular data connections, such as those supported by version 1.0 – Oracle, SAP, SQL Server, and Teradata (cf. Technical Specifications for listing).

A simple ETLP consists of one Reader, one Extractor, one Loader, and one Writer.  Data flows in and out, from source to target.  A complex ETLP could be a directed graph of many Readers, Writers, and also Transformers and Agents.  Figure 4 gives an abstract illustration of the assembly.  

How is an ETLP built and run in order to be dynamic and flexible?  Through the use of a method called the Generator that is run by the Orchestrator object to build, Lego-style, the code and links that are needed for the specified tasks in the given ETLP.  Once the ETLP is running, the Generator disappears, leaving Orchestrator and Monitor as the two main objects that interface with the ETLP components.  Orchestrator is designed to start up an ETLS and its member ETLPs and to manage them in way that optimizes not only the flow of data from source to target through ADaM but also the performance of memory and CPU utilization and with minimal impact by ADaM upon the behavior of the respective source and target databases for their other users.


























Figure 2 – ADaM System Architecture and Dataflow

The key to both understanding the particulars of ADaM’s design, how it can handle a variety of different ETL environments, and how it is implemented lies in the understanding of the ADaM Data Model (ADM) in the ADB and the class hierarchy of the code.  The ADM is represented in a Visio 2000 document (ADaM_ADB_ERD.vsd) and in Figure 6 of this document.  The class hierarchy is in Figure 5 below.
























Figure 3 – ADaM’s Set-Graph ETL Processing Model





Figure 4 – ADaM ETLP Graph of Interacting Actor Objects

ADaM has a complex structure of classes, subclasses, and methods and the abstract model of performing concurrent grouped sets of ETL processes can seem complicated.  In order to provide a clear and direct description of how ADaM works, how it is designed, and why it is superior to other ETL approaches, a review of the processing steps and a walk-through case study will be useful.  This can best be accomplished by examining the construction and operation of the ADB since each step of ADaM processing is governed by and reflected in changes (updates, new record adds) within the ADB.  

ADaM Processing

ADaM starts execution as a singular process on one server.  Initial setup includes reading from the ADB all system codes in the Code_Lookup table as well as obtaining execution parameters from the Process table for the unique Process_ID given as an ADaM.exe command-line argument.  

The Process table in the ADB is the repository for everything that needs to be specified about an execution profile, an ETLS, and an ETLP.  Each record in the Process table, including that for the ADaM instance and for ETL Sets (ETLS) and ETL Processes (ETLP) has been entered by a user, typically a system DBA. 
  These records include descriptions of each node that will constitute a process or data element of the ETLP graph and the communicating arcs of the graphs as well.  
 

The executing instance of ADaM obtains the ETLS record from the Process table (using the Set_Id field).  This in turn is used to identify and read the ETLPs that are associated (grouped) as part of that ETLS. 
  This is done using the Graph_Id field.  For each ETLP, the Orchestrator then passes the process information from the respective Process_Id record for that ETLP to the Generator, a module that in turn obtains all node, arc, and extern information.

An ADaM node is a processing element of an ADaM ETLP.  It may be a source, a target, a reader, a writer, a transformer, or an agent.  Extractor and loader objects are thus far unitary within the ADaM design but the logic of the ADaM Data Model, as thus represented in the ADB, allows for multiple types of these and even new types of actors classes (and thereby nodes in ETLP graphs).  An arc is purely a link between two graph nodes.  In a future version there may be computational activity and controls on the arc objects, as indicated by the Valve field of the Arc table in the ADM (Figure 6), but this is not being employed within version 1.0.

An extern is an object within ADaM that represents and provides some external processing element to an ETLP.  There are currently two types but the design allows for more to be introduced if necessary.  One type is a database, a repository of tables that are sources or targets in an ETLP.  Databases have specified readers, writers, logon information, and a field for pointing to a performance metric factor that can be used by ADaM’s Orchestrator to control its different concurrent or sequential ETLPs by a set of rules including a throttle mechanism applied to reading and/or writing objects from/to the databases.
 

Another type of extern object is a DLL object that contains the executable, dynamically linkable code for a transformer or agent that acts upon or reacts to the content of a particular data object (e.g., row) in transit through the ETLP graph towards its target.  Still another is the Foreign Process to which an Agent must communicate whatever is the result of its computation. 

Since the digraph representation applies to ETLPs, ETLSs, and (in version 2.0) also the ADaM executable as a parallel configuration of executable processes (that are either ETLS or ETLP instances), the formalism of nodes and arcs offers for all levels a convenient and simple mechanism for managing and optimizing these entities, and the Perf_Opt algorithms take advantage of this, treating each entity as an optimization problem for a classic signed digraph. 









Figure 5 – ADaM Fundamental Class Hierarchy

An Example

Initiating Operations

Consider the following situation.  A DBA has decided to move four datasets into a SQL Server data warehouse (DW).  These ETL operations are all part of a department data warehouse update and in this example each move constitutes one ETLP and the four are grouped into one ETLS.  When ADaM runs, the ETLS is identified and read, as described earlier in the previous section, and this leads to the ETLP definition, both being records in the Process table of the ADB.  

The specifics of each dataset move are defined by a parameterized SQL Select statement that is contained in the Statement field of the Process record for each ETLP - one such Statement is used for each ETLP.
   For purposes of simplicity in this example scenario these four datasets are made from four tables in a single database and they go to singular target tables in one target database.  However, ADaM allows for multiple sources and in-transit joins as well as multiple targets within an individual ETLP, treated as “in-flight” joins, by virtue of the directed graph design – multiple sources and multiple targets are simply additional nodes in the graph.  

The single parameter in the  ETLP’s Statement is used by the ETLP code to obtain the Last_Delta value stored in the Node record for each of the four source tables in order to obtain the “change sequence” value for starting at the appropriate location in the transaction table of the source (e.g., TLOG or Special table, for Oracle and SAP respectively) when initiating the next ETL move.  This allows that an ETLP defined once can be used many times over without constant maintenance and modification by the user.  The only changes necessary to an ETLP definition will be those required when the user decided to change the specifications of the Statement (e.g., to use different columns or different numerical/string constants in comparison expressions) or to alter the processing controls (e.g., ETL commit segment size, read/write throttle delays, on/off rules for truncation or date handling, etc.).

Evaluating the ETLP Landscape

From the Node records for the sources and targets, the Orchestrator activates a Generator to build and instantiate a new ETLP.  First it must be determined if a new ETLP can be instantiated and run and on what server platform to do so.
  These evaluations are performed by creating a “virtual ETLP” in memory and using the Perf_Opt object code to evaluate the new system environment that will exist.  This is done in the following manner, very similar to the normal Perf_Opt processing of running ETLPs and ETLS.

The embedding (higher-order) digraph of the proposed ETLP consists of a given ETLS.  It has zero or more member ETLPs.    The ETLS in turn belongs to an Exec that has zero or more additional ETLSs running.  Perf_Opt obtains all of the data from the ADB pertinent to the nodes and arcs of each process-level entity:

Process-Level Entity
Node
Arc

Executable process (Exec)
executable process
Network and Extern (source/target database and server) interdependencies

ETL Set (ETLS)
ETLP
CPU, memory, extern process dependencies

ETL Process (ETLP)
Actor (typically, mainly Readers and Writers)
CPU, memory, and esp. source & target extern dependencies

Perf_Opt assembles a weighted signed digraph construct that calculates the relationships between all nodes of a given process-level entity and the current/projected signed values of those relationships, including the added impact of the new ETLP that is being introduced.  The projected values assigned to the weighting factors of the new ETLP are calculated from static assigned constants stored in the ADB and from dynamic calculations based upon current network and server (including source and target server) behavior.  

Based upon the results of these calculations, Perf_Opt determines characteristics to be assigned to the new ETLP (including the option of not executing the ETLP at the present time, due to situations such as network bandwidth overload or user/application demands affecting source and target servers).   If the green light is given, Orchestrator then notifies Generator to go ahead and instantiate the new ETLP.

Assembling the ETLP

Generator assembles the ETLP executable graph using the Extern record accessed through the ETLP’s Extern_Id field.  In the Extern table of the ADB is obtained the logon and (through the associated Pwd table) the password information plus the identity of the respective Reader or Writer (driver) that will do the work of the extraction/loading process.  The Generator may instantiate more than one Reader or more than one Writer for a given source/target (this is not implemented in version 1.0), but this action is governed by Orchestrator estimates on the performance load for ADaM and the source/target databases that also would have been performed by Perf_Opt, using the exact same signed digraph evaluation model.
   Such dynamic parallelism is not determined by any user-supplied entry in the ADB and the most powerful factor will be the number of rows to be processed as determined from the transaction table dictation what is to be inserted, updated, or deleted in the target.  The option for additional Readers and/or Writers to be instantiated dynamically, once the ETLP has started, is again a matter of Perf_Opt processing of the running ETLP, evaluating its performance graph in comparison to other ETLPs, ETLSs, and Execs.

Transformers and Agents

If there is a transformer or agent actor involved in the ETLP, it will be located through the Node table records for the ETLP (again, via Process_Id field) and this leads again to the Extern table but for a record that identifies how ADaM (Generator) is going to obtain the dynamically linkable object from a DLL.  This is done through the Path field, indicating where to find the required function object code.  However, version 1.0 will embed certain basic SODA-required transforms for binary special characters and date conversion directly into the ETLP via the Extractor, as an implementation expedient.  Transformers are in fact similar to Readers and Writers, and Agents have a different commonality with both, as indicated by the following table:

Actor
Connect from/to
Max Arcs In
Max Arcs Out
Extern Special Quals

Extractor (E)
Reader;

T, A, L
unlimited
unlimited
n/a

Reader (R)
Extern (source); 

Extractor
1
1
Database or [future] stream server, etc.

Transformer (T)
E, T;

T, A, L
unlimited
unlimited
DLL

Agent (A)
E, T, L ;

Extern (foreign process)
1
0 (or, one self-referential arc to the “ForeignProc”)
DLL + Foreign Proc (application outside ADaM)

Loader (L)
Writer;

E, T, A
unlimited
unlimited
n/a

Writer (W)
Loader;

Extern (source)
1
1
Database or [future] stream server, etc.

Logging and Tracking

A word here about logging and history tracking is in order.  When ADaM starts execution, a new record is created in Log, an ADB table holding log data for each execution run, each Set execution, and each ETLP execution.  There are several fields that are filled depending on the type of Process being logged.  These are one-to-one relationships and the records in Log are maintained by the system administrator.

At this point in the example, there is just one (the first) ETLP being assembled and put into operation.  Call this P1 and assume it is moving from Oracle to SQL Server.  For logging purposes, a new record is made within Log and it has a medium level of statistics but is mainly for user analysis.  Note that the batch-id field required by foreign applications after ADaM has completed this ETLP is the Exec-level Process_Id value.

Base Row Counting

Before actual P1 data movement from the source occurs, the source database is accessed and a persistent read is done on the base table (e.g., BAS01) so that there is a full rowcount in sync with the full count of what is in the transaction (e.g., TLOG, Special Table, Materialized View Log) table.  This base rowcount BAS01_ROWCNT is done once and the value is used at ETLP completion to validate that there were no inserts or deletes made into the base without going through the TLOG, thereby invalidating the ETLP and the recipient target table.

Delta Processing

Now the delta processing of what is listed in the TLOG starts. Where will this begin?  That starting point is determined by the “change sequence” that has been stored from the last time this ETLP was run, in the Last_Delta field of the Process record for P1.  An entry is made into Proc_Step, a table reserved for time stamped Process activity (steps) at the ETLP, ETLS, or Exec level, and for P1 the associated entries in Proc_Step show every significant step of the activity in an ETLP and allow for restart and (in the future, rollback if necessary) for recovery in the event of non-severe ETLP-stopper or ADaM-stopper errors.  Different errors will have different effects upon the process (ETLP, ETLS) involved.  

Data objects (e.g., rows) are being read into memory by the Reader and buffered in memory, being pulled out of the FIFO queue by the Writer assigned to the target, or else by a Transformer or Agent if these are employed.  In any case eventually a Writer receives a data object to put into a target.

Segmenting and Target Commits

The operations in the ETLP follow a segmentation practice, governed by the value of Seg_Size in the Node record for the given source BAS01.  Assume this is 100 (normally it would be more like 10,000).  This means that a commit to the target will be done in 100-row segments. 
  Before any row writing to the target commences, there is no entry in the Proc_Step table corresponding to this ETLP.  After the commit of 1-100, a row in Proc_Step is written for a “C” action (commit) with an indicator to the rowid=100.  It ha been recorded that 100 rows are permanently in the target.

Next rows 101-200 are being processed, but consider an error on row 151 that cannot be determined that row 151 did not go into the target.  First of all, an entry into Proc_Step flags an “E” action (error) and also rowed=151.  In the event of such uncertainty, a restart occurs, and now an entry is made for “R” (rollback) and rowid=101 to indicate where the system has to revert.  Now rowid=151 is avoided when the process reaches it, and the processing in that region is: 149, 150, 152, 153…

If there are other restarts (or rollbacks) caused by error rows before the next commit limit (based upon Seg_Size) is reached, then this whole process occurs again, but the limit on such multiple rollbacks (in order to avoid NP-complete computation nightmares) is set by Restart_Limit in the ETLP definition record.

This behavior is being conducted either concurrently or in parallel for the other three ETLPs, and this determination is made by the Orchestrator.  This is done by using a combination of the performance optimization rules managed by the Perf_Opt object (hard-coded for version 1.0 but later employing a formal inference engine based upon the signed digraphs discussed earlier) as well as execution parameters associated at either the Exec, Set (ETLS), or ETLP levels.  All of these parameters are encoded in the ADB in the appropriate record within the Process table.

Completions

When an ETLP has completed moving all its segments of rows, the Process record is updated and this includes saving a new Last_Delta so that a new change-seq locator can be found for the next time it is processed.  The Exec record’s Exec_Id field is available for other applications (e.g., CUBE) to use by accessing the ADB independently or via a DBA report.  Other final metrics are calculated and saved in the Log record.  The ETLS is updated, and the Perf_Opt recomputes its model of the entire ADaM process universe.  The results of Perf_Opt may dictate changes to existing (running) ETLPs and certainly can affect new ones that are in queue for execution.

When ADaM has completed all ETLPs for a given ETLS that ETLS is closed and the Log record for the ETLS is updated.  The same holds true for when an independent Exec is shut down.  In principal ADaM as a service can run without interruption, although in version 1.0 everything is much more simplified and there is only a single-ETLS Exec called ADaM.exe which terminates after the ETLS is completed.

Concurrency and Parallelism

In the above example, only one ETLP was discussed, P1.  There were said to be four that needed to be created and run.  In version 1.0, ETLPs P2, P3, and 4 will be assembled, tested, and run sequentially, in the order retrieved from the ADB.  In later versions, concurrency of ETLPs over clustered or networked servers will be enabled.  Within the ETLP Process record, this permission value is the IP_Capable field.  ADaM in such an operation will then concurrently process the assembly and testing prior to finalizing the actual generation and execution of each ETLP, and the Perf_Opt will take into account all new (virtual) ETLPs by treating them as if they will be executing in parallel.  Assuming all are granted permission to be actualized, Generators will be instantiated for all four ETLPs (P1 … P4) and each will be assigned to the best configuration, as calculated by Perf_Opt, among available ADaM resources.  This means that if ETLS of four ETLPs (P1 … P4) is run on, say, a daily basis, at 10:00 AM, then from one day to the next, depending upon network, server, source, and target resources and conditions, the four ETLPs may be running on different platforms entirely with different assigned memory and CPU resources.

The potential exists for a very robust parallelism and load balancing to be employed, based upon the Perf_Opt’s graph evaluation logic.

Final Remarks

ADaM 1.0 is a first implementation that is targeted exclusively and primarily for the replication of SODA processing.  There are and will be many features of the ADaM design that are not implemented in version 1.0.  However, the strength of the class hierarchy and methods as defined and coded currently, plus the ADaM Data Model as embodied in the ADB, allow for the straightforward and consistent migration of ADaM 1.0 into ADaM 1.5 and ADaM 2.0 as indicated and outlined in the ADaM Roadmap.
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Figure 6 – ADaM Data Model (ADB ERD)

ADaM v1.0 Technical Specifications

Data sources
Oracle 8.1.5+, SAP (n), SWL Server 2000

Data targets
SQL Server 2000, Teradata (n)

Flat file target formats
(n)

ETL specifications
manual entry into ADB using any standard interface

ETLP SQL SELECT format
parameterized entry with transaction change-seq parameter (1 per source table)

# ETLS concurrent execs
1 (max)

# ETLP concurrent execs
10 (max)

Transformation capability
Built-in select functions

Execution control
Autosys

Server System Requirements:

Operating system
Windows 2000

Memory
256 MB

CPU
2+, 500 MHz Pentium III (minimum)

Required disk space
1 GB

Network connectivity
100 Mbps

Server platform support
standard NT 2000 support

Storage platform support
standard

ADB System Requirements:

Operating system
Windows 2000

Memory
256 MB

CPU
2+, 500 MHz Pentium III (minimum)

Required disk space
1 GB

Network connectivity
100 Mbps

Database application
SQL Server 2000, single instance

Server platform support
standard NT 2000 support

Storage platform support
standard
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� cf. ADaM Roadmap, ADaM Technical Reference, ADaM Data Model, which are separate documents maintained in the ADaM Source Safe Library


� In version 1.0, the specifications for the ETL tasks are entered by users into selected tables and this information includes prameterized SQL statements that govern the extraction process from source tables.


� cf. Figures 3 and 4


�  In version 1.0 this is done through a manual interface to SQL Server, the implementation of the ADB, but in version 2.0 the ADAM_Client will employ a graphical development GUI.


� What determines which or what type of ETLPs are grouped into one ETLS?  This is done by the user, typically a DBA, on the basis of common table subject matter, temporal or operational constraints, end user needs (including data warehouses and data marts).  It is not a matter of a fixed algorithm but more heuristic.


� The performance factor (Perf_Factor field in Extern table) is a single string but may in a future version be employed as a pointer to a special Extern of a third variety that obtains multiple and calculated performance metrics from other Externs (source and target databases).


� cf. Note 3 for some examples of these parameterized Statements.


� cf. ADaM Data Model for discussion of fields in the tables of the ADB that embodies the ADM


� Again, in version 1.0 these matters are greatly simplified since they are not necessary for the system mission of replicating SODA initial and delta processing.


� It is projected that the Log records will be employed in the future by some of the Perf_Opt code in order to provide “look-ahead” capability in version 2.1+ (cf. also Note 7)





� The approach taken within this design description is different from many conventional architectural documents.  As a limited overview, the intent is to provide a technically knowledgeable individual with a sufficient understanding of the ADaM architecture and the design in order that a comparable system could be designed and implemented.  Many details are necessarily omitted and the reader is referred to other more technical documents that are available or currently in production.





� Version 1.0 is implemented using Visual .Net (the successor to Visual Studio 6) but it does not employ the .Net Framework.  The latter is under consideration for version 1.5+ but at present (03/2002) it appears that performance considerations suggest .Net Framework should not be used except for the ADaM_Client with its GUI for ADB data entry and maintenance; ADaM_Client will be a standalone application form ADaM_Server.





� An example of a parameterized SQL statement in the Process record defining an ETLP is:





	select * 


	  from tlog_ekko t 


	where chng_seq between .... 


	    and not exists ( select 'x' fro tlog_ekko t2 where t.pk = t2.pk and �                                           t2.chng_seq > t.chng_seq )


	 order by chng_seq asc





Differentiating between handling standard transparent tables vs. SAP special tables, we find that for transparent tables, Statement must be an SQL statement that returns all (or only the most recent) rows from the source tables, ordered by CHNG_SEQ ascending.  There are only two parameters allowed, named :min_chng_seq and :max_chng_seq.  Here is an example:





SELECT * FROM TLOG_EKKO WHERE chng_seq BETWEEN :min_chng_seq AND :max_chng_seq ORDER BY chng_seq ASCENDING;





For special (cluster and text) tables, this must be of the form <abap_function_name> ( <abap_error_table>, :min_chng_seq, :max_chng_seq ) (but the order of min_chng_seq and max_chng_seq is not constrained).  Here is an example:





Y_F_YFRP541A_BSEG46_RFC(Y_F_BSEGERR,:max_chng_seq,:min_chng_seq)





The following requirements exist for the ABAP function named: the named ABAP function must exist in the SAP instance referenced in the connection logon (signon) string, and the signature of the ABAP function must include exactly two integers, (max_chng_seq and min_chng_seq, in the order specified in the SRC_QUERY_STMT); one RFC internal table (the RFC output table); and one string (which is the error table name).  No other parameters except those just mentioned should exist.  The function should return all rows (or only the most recent ones) referenced by the TINT table for all and only those CHNG_SEQ values in the range <min_chng_seq, max_chng_seq>, ordered by CHNG_SEQ ascending.





For transparent tables, ithe CHNG_SEQ is selected in the "persistent read" at the beginning of the ETLP.  For special (cluster, text) tables, there's an ABAP function called GET_MAX_MIN_CHNG_SEQ which is called to determine the current values.  ADAM calls this ABAP function before calling the ABAP function specified for reading in the ADB (located in the Extern table).  The MIN value should be the ADB-stored Last_Delta field within the Node record for that source, incremented by 1.





� Again, it is pointed out that in version 1.0 the user enters the data for these definition records manually through forms into the database tablesbut in fture versions the ADaM_Client application withits GUI enables the user to graphically select sources (e.g., tables), targets (e.g., tables), particular transformers, agents, also potentially optional readers and writers, and to graphically assemble the ETLP graph structure.  





� Within version 1.0 there are several rules built in to the code of the Perf_Opt, the object handling performance optimization for the execution of al ETLS and ETLP objects.  Version 2.0 introduces the full-scale Perf_Opt implementation with a the Inference Engine and its management of explicit rule objects that are designed along the lines of a classical expert system.





� An Agent reacts to some state of the data passed to its processing object, typically to send an alert or notification, acting as a type of trigger.  This action is not to something within the ADaM space (not within the same or another ETLP, for instance) but to some application program that is outside ADaM.  That recipient of a message from an Agent is known as a Foreign Process, and its identifty and connection parameters are stored in the Extern table of the ADB.





� In a manner of speaking, the graphs being evaluated by Perf_Opt are quite similar to neural networks in that they are nonlinear dynamic weighted structures.  There are similarities to some Hopfield, Boltzmann, and ART (adaptive resonance) models but these will tend to be fairly simple in most cases.  In any case, the Perf_Opt will have the possibility of “training” that can lead different ETLP, ETLS, or Exec digraphs to optimal minimal energy states that will represent the best configuration of the system (here being the full set of all ADaM Execs and their ETLSs and ETLPs).  By maintaining in the ADB a selective history of not only the ETLP activity but the Perf_Opt graph states, it will be possible in theory for ADaM to self-optimize massively large concurrent sets of ETL activity spanning large numbers of servers and processors.  This could have ramifications for distributed computing far beyond the conventional ETL and DB/DW world.





� If there are multiple Readers generated then there will be multiple (parallel) blocks data that are passing into the ETLP buffer queue and if the parallelism is on the Writer side then there will be multiple connections to the target, however only in a highly parallelized ADaM server and database (target) environment (post version 2.0) can this be seen to offer any significant advantages.
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